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Pozenanymo naiinowupeniwi apximexmypu gioeoxapm.

B ocraHHl pOKM ICTOTHO pO3MIMPHIIOCS 3aCTOCYBaHHS 3acoOiB
KOMIT'IOTEpHOI Trpaiki B HAWPISHOMAHITHIIIMX Taidy3sX AiSUIbHOCTI
JOIUHU. Y Cy4yacHOMY CBIiTi, Je¢ pojb iHopmarllii crae Bce OUIbLI
BXXJIMBOIO, LIJIKOM MPUPOAHO, IO MPOCTOPOBI 300paKECHHS, IO MAIOTh
BUCOKHUH CTYMiHb 1HQOPMATUBHOCTI M peaiCTUYHOCTI, IEPETBOPIOIOTHCS B
il ocHoBHMI Hocii. Ilpu ¢opmyBaHHI Takux 300pakeHb HEOOX1JTHO
BioOpakaTu TpadiyHl CIEHH BEJIUKOTO O0O0CATYy Ta JACTaIbHOCTI, IIO
00yMOBITIO€ HEOOX1AHICTh BUKOPUCTAHHS anapaTHUX 3aco01B JIJIs TeHepallii
300paKeHb, 30KpeMa, BiJIEOKaPT.

ITin Bimeokaproro (GPU — Graphics processing unit) po3ymitoTh
nporpamMHo-anapaTHy CHCTEMYy TeHepallii Ta BHUBEJCHHS Ha eKpaH
rpadgiuHux 300paxkeHb, fKa MICTUTh TrpaiyHUil Tpoluecop ado cepiro
rpadgiuaux nporecopis [1, 2, 3, 5]. Bigeokapra BiANOBIAA€E 32 TEOMETPUYHI
NEPEeTBOPEHHS TPHUBHUMIPHOI CIIEHH, pacTepu3aliio Ta Mepenady
00poOJIEHUX TAHUX Y BUTJISA1L 300paK€HHS HA €KpaH.

Cepen BUIIB BiJICOKAPT MOXHA BHUIUJIUTH OKpEeMi BIJICOKapTH
(Dedicated graphics cards), BOynosani Bifcokaptu (IGP — Integrated
graphics solutions), riopuani npouecopu (APU — Accelerated Processing
Unit), rpadiuni npouecopu 3arambHoro npusHaueHus (GPGPU — General
Purpose GPUs).

CydJacHi okpeMi BiJICOKapTH BUKOPUCTOBYIOTHCS JJISI PO3PAXyHKY Ta
BUBECHHs rpadivHoi iHPopMarii y rpadgidyHUX CTaHIIISIX, TEPCOHATBLHUX
KOMIT'I0Tepax, HOyTOyKax Tomio. BoHM miAKII0O4a0ThCsl 10 MAaTEPUHCHKOT
mwiatu 3a gonomororo muH PCI Express abo Accelerated Graphics Port 1,
SK TPaBUJIO, MAIOTh CBOIO BJIACHY BifeomnamsaTh. OCHOBHI BUMOTH J0 iX
IPOJYKTUBHOCTI BHU3HAYAIOTHCA MOTpedamu y cdepl KOHCTPYIOBaHHS Ta
IrpoBiid 1HAYCTpli. BHcoka MWBHUAKOIIA BIJIEOKApT 3a0e3MeuyeThes, B
OCHOBHOMY, 33 PaXyHOK po3napaieyneHHs: oouucieHb. CydacHi npodeciitti
BijleokapTu MicTiITh 2048—3072 MOTOKOBUX MPOIECOPIB, KIIBKICTh SKUX
miopoky 3poctae [4, 3, 5]. Bonu 3abe3nedyioTh BHCOKY THYYKICTb
porpaMyBaHHs MIEBHUX €TamiB rpadiuHOro KOHBEEpPA.

BOynoBani BimeokapTH, riOpuaHi mporecopu Ta rpadivni mporecopu
3araJIbHOr0 MPHU3HAUYEHHS IOCTYMAIOThCSl 3a IIBUIKOAIEID OKPEMUM
Bimeokapram [4]. Bouu 3acTOCOBYIOTBCS y HH(PPOBUX MPHUCTPOSIX
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HEBEJMKUX PpO3MIpIB, HANpPHUKIA[, HOYTOyKax, HeTOyKax, MOOLIbHUX
TenedoHax Ta IUTaHIIeTax TOMIO.

CyyacHl BIJEOKapTH pO3BHUBAIOTHCS Y HANPSIMKY MIABUILICHHS
NPOAYKTHBHOCTI 32 pPaxXyHOK BIIPOBAKCHHS HOBHX apXiTEKTYpPHHUX
pillieHb, K1 3a0€3MeUyI0Th BCE BHUIIMKN PiBEHb pO3IMapaliejieHHs 00UYHUCIICHb
[6, 7]. Tinbku mpodeciiini Ta OKpeMi IrPOB1 BIIGOKAPTH 3AaTHI 00pOOIATH
obcsirm  iHdopMarii, HEOoOXiJHI 4 JUHAMIYHOTO  BIATBOPEHHS
dboTopeanicTHIHUX 300paKeHb BUCOKOIOMITOHATBHIUX TPUBUMIPHUX CIICH.
Pasom 3 TuM, HOBiI apXiTEKTypH BIJCOKapT JMO3BOJSIOTH 3aCTOCOBYBATH
HOBI IMJIXOAW Ta METOJM IMOOYJIOBH 300pa’keHb, HAIPaBJIeHI Ha O0OPOOKY
came BUCOKOJETAII30BaHOI KOMII FOTEPHOI IpadiKH.

l'omoBHMM 06710KOM KOXHO1 BijieoKapTH € rpadiuHuil mpoiecop adbo
cepissi Takux mnpouecopiB. OCHOBHMMHM  KOMIAHIIMH-BUPOOHUKAMHU
rpadgiunux kpuctamie € AMD (Advanced Micro Devices) 1 NVIDIA
Corporation, sKi € OCHOBHUMH KOHKYPEHTaMHU Ha pPHUHKY TpapidyHuX
npouecopiB st BigeokapT. KOHKypeHIil0 UM BUPOOHHMKAM Ha PHUHKY
npodeciitHoi koM’ toTepHOi rpadiku cTBoproe komnanisa Intel Corporation,
sgKa po3poOuia HOBUU IEHTPAJbHUN MPOIECop, 10 Mae rpadivyHe sapo
(22-nanometpoBi riopuani mporecopu Ivy Bridge Core i3, i5 Ta i7,
3arajpHy CTPYKTYpy SIKMX HaBeneHo Ha pucyHKy 1) Ilpomecop Intel Ivy
Bridge Core ckiagaetscst 3 2—8 o0UMCIIOBAIBHUX siiep, TpadigHoro sapa
Ta KOHTpOJepa, SKUM 3a0e3nedye 3 €qHAHHS MIXK TPOIECOPOM Ta
iHTepdericom MatepuHCchkoi miatu. LI ckimamoBi 3’emHani Mixk co000 3a
JIOTIOMOI'OK0 KUJIbLIEBOI IIMHM. Taka CTpyKTypa mpouecopa sik rpapiayHoi
cucTeMH 3a0e3Medye MBUIKY Mepeaady JaHUX BiJ 0OYHCITIOBAIBHUX SACP
no rpagiynoro. IIpore, Ha BiIMIHY BiJ BlA€OKapT, rpadiuHe sSApO HE Mae
CBO€i BIacHOi Bijeomam’siTi Ta BHUKOPUCTOBYE OIEPATHUBHY I1aM SITh
koM’ roTepa. Taki mpoiiecopu eKOHOMHI 3 ()IHAHCOBOT TOUKHU 30py, MPOTE
BOHM HE MOXYyTh 3a0e3neduutu (GopMyBaHHS TpadiuHUX 300pakeHb
BHCOKOJICTAII30BaHUX TPUBUMIPHHX cIlieH (puc 1).
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Puc. 1. Ctpykrypa riopuanux mnpouecopis Intel Ivy Bridge Core

TumoBy CTpyKTypy NEpeIoBHX BiJI€OKapT MOXKHA PO3TJISHYTH Ha
npukiai rpadignoro npouecopa NVIDIA Kepler GK110, peanizoBanoro
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Ha 28 HM TexHosorii BupoOHuiTBa. [loBHa cTpykTypa nponecopa Kepler
GK110 MICTUTD
15 myapTunponecopaux 0mokiB (SMX) 1 uricte 64-61TOBUX KOHTPOJIIEPiB
nam’sTi (Memory Controller) (puc 2). Mynbstumnpouecopsi 0i1o0ku SMX
3’eqHanl 3 kemoM apyroro piBHs (L2 Cache), mo 3a0e3neuye mBHIAKUN
oOMiH 1HpOpPMAIIIEI0 3 KOHTPOJIEpaMH, K1 PO3MOALIAIOTE 1HGOPMAIIIIO IS
po3mnapayiefieHHs: 00YHCIICHb.

Kepler Gk110 |

PCI Express 3.0 Host Interface

I |
| GigaThread Engine |

g SMX || SMX || SMX || SMX [ SMX || SMX || SMX || SMX

==
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”Memory"

Puc. 2. IToBHa cTpykTypHa cxema mikponporecopa Kepler GK110

CtpykTypy MYyJIbTHNOpOIECOPHOTO Onoka SMX HaBemeHo Ha
pucyaky 3. Koxken wMynprunporecopanii 610k SMX wmictute 192
nporpamoBanux siapa CUDA (Core), 64 610ku mozasiiHoi TouHOCTI (DP
Unit), 32 cnemianeuux ¢ynkmioHanbaux Onoku (SFU), 32 Omokwu
BBeAeHHsA-BUBeeHHs (LT/ST), a takox 16 texkcrypuux OnokiB (Tex).
Koxne sapo CUDA (Core) Moxe BUKOHYBaTH apu(pMETHUHI Oomeparii sk
Ha/I [IUTUMU, TaK 1 HaJl YUCIIaMU 3 TJIaBAIOYOK0 TOYKOIO, 3a0€3MeUy0ud pu
IIbOMY MO>KJIUBICTh PO3PAaXyHKY KOKHOTO 3 €TaIliB rpadivHOro KOHBEEpa B
onnomy snpi. Taka crtpykrypa rpadiuHoro mporecopa Kepler GK110
opieHTOBaHa Ha (opMyBaHHS TpadiuHUX 300pa’KeHb BUKOKOAETAI30BaHUX
TPUBUMIPHUX CIICH, OCKUIbKM 3a0e3leuye MOXJIMBICTh TapaieabHOl
o0poOku 2880 mnpumiTHBIB oOmHOYAcHO. TakuM dYHHOM TpadiuHMA
npouecop Kepler GK110 (puc 3) mae MOXJIHMBICTH TPOTPAMyBaHHS HE
TITBKHA TICHJIEPHUX €TamiB rpadidyHOr0 KOHBEEpa, a W eTariB TEeCCeIAIil
(ogaTKOBOI TPIaHTYJIALIT) Ta TEKCTYpyBaHHs, 3a0€3MeUyl0Yd MpU LBOMY
BUCOKHI PiBEHb po3MapaieeHHs] O0YHCICHb.
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Puc. 3. Ctpykrypa MmyabsTuiipouecopHoro 6goxka SMX

Apxitektypa Kepler GK110 migTpumye AMHaAMIYHUN Hapaneiizm,
AKUN 3a0e3neuye mapaielbHUN JOCTYyN IEHTPAIBbHOTO TIpoliecopa 10
KOXXHOTO 3  MyJbTUIIpoliecOpHUX  OmokiB SMX. YV  KoXHOMY
MyJbTHUIIpOIiecopHOMy Oromi SMX HasiBHI cnemianbHi 4 Omoku Warp
Scheduler, sxi dopmyroTs 32 mapanenbHUX TOTOKH. [Ipu 1IbOMyY KOXHE 3
saaep CUDA (Core) moke OyTH mapajielbHO 3aBaHTaXXEHE PO3paxyHKaMu
3aBIIIKM CHCTEMI mapainenbHoro qoctyny Hyper-Q, a Takox Mae 1OCTyI 70
BiJleoniaM’ STl 4epe3 CIemiaibHy JBOPIBHEBY CHCTEMY KETITy.

JUist moKpaleHHsT NPOAYyKTUBHOCTI TpadiyHOro MPUCKOpIOBayda
Kepler GK110 niaTpumye komanau nepemimnryBanss (Shuffle Instructions),
0 BUKOHYIOTBbCS Ha pPIBHI PETICTPIB 1 HE MOTPeOYyIOTh 3aBAHTAKECHHS
nporecopiB. Takox Kepler GK110 3abe3neuye BUKOHAHHS aTOMapHHX
onepariii (Atomic Operations) TUIly J0JaBaHHs, MOPIBHSAHHS Ta BUOOpY.
[li omepailii BUKOHYIOTbCSI O€3 TEpepUBaHHS I1HIIMMH TOTOKamMu. BoHu
BUKOPHCTOBYIOTBHCS JIJISl MapajielbHOrO COPTYBaHHS, 3HM)KEHHS KUIBKOCTI
OO0YMCIICHD 1 MOOYI0BU MapaieIbHUX CTPYKTYp 0e3 OJIOKyBaHHS.

I'padpiunmii mpouecop Kepler GK110 mictuth cnemianabHi amapartHi
OJIOKM TEKCTypyBaHHsI, IO MiATPUMYIOTH CIemianbHi Tpouexypu MIP-
mapping 1 ¢inpTpamii. [Ipu mboMy 0OMEXKEHHS Y KITBKOCTI TEKCTYp CIIEHU
HEMAae 1 BOHU MOXKYTh JIMHAMIYHO 3aBaHTaXyBAaTHCh Y B1JI€ONaM’ SITh.

s o6pobku 3HauHoro obcsary manux Kepler GK110 miarpumye
texnosiorito NVIDIA GPUDirect, sika n03Bosisie 00’€IHyBaTH JEKiIbKa
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rpadiuHuX npuckoproBadiB He TUIbkK dyepe3 muny PCI Express, a it uepes
MepexHe 3’€HaHHS, 3a0e3Meuyroud TpU LbOMY MPSAMHUN JOCTYH MO
BiJleonam’siTi Ta e(PEeKTUBHI NpoUEAyprU OOMIHY JAaHMUMH MIXK IpapiuyHUMHU
IPUCKOPIOBaYaMH.

CtpykTypa cydyacHUX rpadiyHUX MPOIECOpIB, MpoaHaIi30BaHA Ha
npukiaai Kepler GK110, opientoBana Ha ¢dopmyBaHHs rpadidyHUX
300pakeHb BHCOKOJIETAJTI30BaHUX TPUBUMIPHUX clieH. BoHa 3a0e3nedye
MOJXKJIMBICTh TPOTpaMyBaHHS IMIEHJECPHUX eTamiB rpadiyHOTO KOHBEEPA,
eTamiB TeCCeIALlli Ta TeKCTYPYBaHHS, 110 JAa€ MOXKIIUBICTh BIIPOBAKYBATH
BJIACHI METOJIM TEOMETPUYHHX TEPETBOPEHb MOJITOHAIBHUX MOJIEIIEH,
METO/I1B IHTEPHOJIALIT Ta 3agapOOBYyBaHHS TOIIO.

Ha 6a3i apxitektypu Kepler no6ynosana GPU NVIDIA GK104 (puc
4), sixa, y CBOI 4epry, € ocHOBHUM Oinokom Bimeokaptu NVIDIA GTX
680.

PCl Express 3.0 Host Interface

Raster Enging Raster Engine

iajjosquos Kiouiag

Memory Controller

Memory Controller
Jsjjosues Lol

Raster Engine Raster Engine

Puc. 4. CtpykrypHa cxema mikpornpoiiecopa Kepler

Kepler € posButkom apxitektypu Fermi. ['onoBHa BiAMIHHICTH
nosisirae B 3MeHIeHomy ¢ 40 mo 28 M Texmporeci. Mk HUMU JIHCHO
Oarato cmineHOTO. Kepler mae dYotupu kiactepu 0OOpoOKW rpadiku
(Graphics Processing Clusters), B koxHOMY 3 skux 1o aBa SMX (Next
Generation Streaming Multiprocessors), BOHH X € TIOTOKOBUMH
npoiiecopamu. Y 3arajabHii CKIaJHOCTI BUXOAUTH BiciM SMX.

Koxen mnorokoBuii MynasTunpouecop wmae 192 CUDA-snapa.
Haragaemo, mo B mokoniHHi Fermi oguH MynbTHIpOLEcOp BMILIYyBaB B
cebe tuibku 32 Cuda-sapa. Takox, koxkeH SMX Hece B co0l TEKCTypHI
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osoku 1 aBuryH PolyMorph (PolyMorph Engine) Bepcii 2.0. Ilpomyckna
3natHicTh 3pocia g0 8 GT / s (INrarpanzakuiii B cexkynay). Ilmomia
kpuctana GTX 580 3nuzunacs 3 520 go 294 mMm. KisibKiCTh TpaH3UCTOPIB
3pocia 3 3000 mo 3500 muH.. KimekicTe Os0kiB pactepusaiiii (ROPs)
sMmeHImiocs 3 48 no 32 moxo GTX 580. 3aranpuuii o0cAr Bigeonam'siTi
craHoBuTh 2048 Moaiit. Ha cporommimuiii neab NVIDIA GTX 680 -
€IMHA BiJI€OKapTa, MaM'sTh SKOi MO AeONTY MPAIIOE HA TAaKUX YaCTOTaX.
YacroTa Biaeonam'sTi pa3oM 3 MIMHOIO HaM'sITi 1al0Th 3arajbHy MPOIYCKHY
s3natHicTh  192,3 I'6 / c. TakroBa wactora camoro GPU cranoButs 1006
MI .

Texnosoriss Turbo BooSt m03BosIsie 30UIBIIYBaTH TAaKTOBY YacTOTY
poOOTH sep BHUINE HOMIHAIBHOI, SKIO TPH IIbOMY HE TEPEBHUIIYIOTHCS
BCTaHOBIIEHI HOpMU eHeprocnokuBanHs 1 TDP. Ile myxe 3py4Ho, Tak sk
IpoIecop caM I[IOYMHAE TMpalOBaTH Ha IMIJBUIIECHUX dYacToTax Oe3
BTPYYaHHA KOpHUCTyBaya. 3MIHMJIACS CHUCTEMa BHU3HAUEHHS TaKTOBUX
yacToT rpadiuHoro mnporecopa, Tomy NVIDIA BigmoBunacs Bij
noAaybIIoro BUkopuctands kouueniiii Hotclocks.

Apxitektypa Fermi nmepenbauae (puc 5), mo o0poOKka KOMII'FOTepHOI
rpadiku OuIbIIE HE € €IWHUM 3aBJaHHSIM rpapiyHUX MPOLIECOpPiB, Xoua 1
3QJIMIIAETHCS OJTHUM 3 TIPIOPUTETHUX HAIPSMIB.

HEHEHEREEREREHE

Puc. 5. prKTypHa cxema Fermi
NVIDIA mno3uiiionye HOBY apXIiTEKTypy INEpEeBaXHO Ha PHUHOK

CYNEepKOMI'IOTEpiB Ta IHIIMX BUCOKOMPOJYKTUBHUX PO3PAXyHKOBHX
plllieHb, 110 Tepeadavac Ik BUCOKY HMIBUJKICTh PO3PaxXyHKOBHUX OIEparlii,

137



M'aTa mixxHapogHa [oHeubk, JoHHTY
HayKOBO- TEXHIYHA KOHdepeHLis 24-27 BepecHs 2013 p.
"MopentoBaHHs Ta komn'toTepHa rpadika”

TaK 1 BUCOKY HAJIHHICTh Pa3OoM 3 BHCOKOK 3PYUYHICTIO MPOrpamMyBaHHS.
JIJist IbOTO PUHKY KJIOYOBOKO BUMOTOIO € MiATPUMKA PEUYOBUX OOUYHCIICHD
MOJIBIMTHOT TOYHOCTI (3 IJIaBalOY0I0 KOMOIO) 1 MEXaHI3MIB 3HAXOKCHHS Ta
kopekiii mommwiok (ECC) B omepaTuBHINM maM'aTi Ta MijcHCcTeMax Kelll-
mam'siTl JUIS IABUILEHOT BIIMOBOCTIHKOCTI.

Fermi ckimagaerbes 3 512 mieiiepHux KOHBEEPIB, SAK1 3rpynoBaHi B 16
kiactepiB. Koxen kiacrep ckiagaeThes 3 2 cyOkiacTepiB 1mo 16 KOHBeepiB
KOXKEH, a TaKOX 2 JIOKaJbHUX IUIAHYBAIHHUKIB 3aBJIaHb, 2 OJIOKIB BUOIPKH,
4 6nokiB cnendyskmi, 16 OnokiB HaBaHTakeHHs. Ha KokeH Kiactep
noBonutbest 64K6 BOymoBaHOI mam'siTi, sika TOBMHHA OyTH TMOJUICHA MiX
JOKANbHOK MaM'ATTI0O 1 Kewm-naM'artio 1-ro piBHA. IlepenOauaerncs
BujauieHHss 16 KO min nmokanbHy nmam'ats 1 48 KO mig kemr-mam'ste abo
HaBmaku. Omxke, kopnopamis NVIDIA crBopuBmu apxitekrypu Fermi i
Kepler 3po6uia peBosionio y CBiTI rpadidHUX BigcoaaanTepis.
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